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Agenda

• What is generalized planning about?

• Learning isn’t optional

• Learning policies:

. Abstractions

. Learning policies with symbolic methods

. Learning policies with neural methods

• Learning STRIPS models:

. Different assumptions, different algorithms

. Symbolic learning: two approaches

. Neural learning with transformers
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STRIPS/PDDL: Standard Language for Classical Planning

• Grounded STRIPS:

. Language for planning problems in compact form

. States are subsets of ground atoms (facts): those that are true

. Actions induce transitions among states:

– Prec: atoms that must be true for action to be applicable

– Add: atoms that become true (added)

– Del: atoms that become false (removed)

• First-order PDDL stands for Planning Domain Description Language

• Developed for International Planning Competetion (IPC); since 1998

• Problems P = 〈D, I〉 in PDDL specified in two parts:

. Domain D contains action schemas over predicates; possibly types

. Instance I contains objects, initial situation, and goal

. Grounding domain D with objects in I yields STRIPS problem
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PDDL Example: Gripper Domain and Instance with 2 Balls

(define (domain Gripper)
(: requirements :typing)
(:types room ball gripper)
(: constants left right - gripper)
(: predicates (at -robot ?r - room) (at ?b - ball ?r - room)

(free ?g - gripper) (carry ?o - ball ?g - gripper ))

(: action move
:parameters (?from ?to - room)
:precondition (at-robot ?from)
:effect (and (at-robot ?to)

(not (at-robot ?from ))))
(: action pick

:parameters (?obj - ball ?room - room ?gripper - gripper)
:precondition (and (at ?obj ?room) (at-robot ?room) (free ?gripper ))
:effect (and (carry ?obj ?gripper)

(not (at ?obj ?room)) (not (free ?gripper ))))
(: action drop

:parameters (?obj - ball ?room - room ?gripper - gripper)
:precondition (and (carry ?obj ?gripper) (at-robot ?room))
:effect (and (at ?obj ?room) (free ?gripper)

(not (carry ?obj ?gripper )))))

(define (problem Gripper -2-2)
(: domain Gripper)
(: objects rA rB - room B1 B2 - ball)
(:init (at-robot rA) (free left) (free right) (at B1 rA) (at B2 rA))
(:goal (and (at B1 rB) (at B2 rB))))
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PDDL Example: Blocks and Instance with 3 Blocks

(define (domain Blocks3ops)
(: predicates (clear ?x) (ontable ?x) (on ?x ?y))

(: action stack
:parameters (?x ?y)
:precondition (and (ontable ?x) (clear ?x) (clear ?y) (not (= ?x ?y)))
:effect (and (on ?x ?y)

(not (ontable ?x)) (not (clear ?y))))
(: action unstack

:parameters (?x ?y)
:precondition (and (on ?x ?y) (clear ?x) (not (= ?x ?y)))
:effect (and (ontable ?x) (clear ?y)

(not (on ?x ?y))))

(: action move
:parameters (?x ?y ?z)
:precondition (and (on ?x ?y) (clear ?x) (clear ?z) (not (= ?x ?z)))
:effect (and (on ?x ?z) (clear ?y)

(not (on ?x ?y)) (not (clear ?z)))))

(define (problem Blocks -3-1)
(: domain Blocks3ops)
(: objects A B C)
(:init (clear A) (clear B) (on A C) (ontable C) (ontable B))
(:goal (and (on C B) (on B A))))
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Generalized Planning

• Get policy/strategy that solves multiple instances of same domain

• Class Q of grounded problems P = 〈D, I〉 over common domain D

• Q often infinite, not “representable”

• Challenges:

. No single shared set of actions

. Unbounded “branching factor” (bounded at each state, though)

. How to define and specify policies/strategies?

. Policies must solve all instances in class Q

• Example: get policy that solves every instance of Blocks

• Is a (standard) planner a solution?
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Learning Isn’t Optional

• Q often infinite, not “representable” (what does this mean?)

• Not every specification over a domain language corresponds to “real state”

. Logistics: [(in p1 airplane2), (at p1 loc5)], etc

. Blocks: [(on A B), (on A C)], [(on A B), (on B C), (on C A)], etc

• Domain doesn’t come with specification of intended states; FOL is not sufficient
(e.g. Blocks)

• Known (descriptive complexity):

. PTIME equals FOL+LFP (ordered structures)

. NP equals ∃SO (ordered structures)

. PSPACE equals FOL+PFP (ordered structures)

• Avoid specification → synthesis not available → learning needed
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Implications

• Inductive: find policy for training instances; expect it generalizes on entire Q

• When Q is infinite (and discrete): extremal “out-of-distribution” generalization

• Sometimes one can show policy is correct, but this is not guaranteed
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Learning General Policies



Examples Generalized Policies (Informal Description)

• Gripper: move all balls from room A to room B

1: if robot in room B then move robot to room A

2: while there are balls in room A do
3: while there are balls in room A and free capacity do
4: Pick a ball in room A

5: Move robot to room B

6: while there are balls being held do
7: Drop ball in room B

8: Move robot to room A

• Blocks3ops: build towers given in goal description

1: % Move all blocks to table

2: while there is block x on block y do
3: Move block x to table

4: % Build towers from the bottom up

5: while there is still an incomplete tower do
6: Let on(x, y) be a goal such that y is well-placed and x in on the table

7: Stack x on top of y
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Abstractions

• Need different abstractions because:

. Number and name of objects differ across instances

. No single shared set of (grounded) actions

. Unbounded “branching factor” (bounded at each state, though)

• Policy language yields required abstractions:

. States abstracted with features

. Transition abstracted with rules

. State trajectories (aka temporal abstractions; options in RL) abstracted also
with rules

• Result: policies agnostic to number and names of objects and transitions
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High-Level View of Policies and Solutions

• Policy π is classifier that separates transitions (edges) into good or bad: when
at a state, take any good transition

• A π-trajectory is (s0, s1, s2, ...) such that each (si, si+1) is good transition

• π solves P if each maximal π-trajectory seeded at initial state ends in goal state;

• Equivalently, π solves P (with initial state s0) iff

. Safe: no π-trajectory seeded at s0 leads to dead end

. Closed: if (s0, ..., sn) is π-traj. and sn isn’t goal, exists good transition (sn, s
′)

. Acyclic: there is no π-trajectory (s0, ..., s`, ..., sk) with s` = sk and ` < k

• π solves Q if it solves each P in Q

• Learning: for finite (and small) Q′ ⊆ Q, find π that solves Q′; expect solves Q
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State Abstractions

Feature-based abstractions, defined by small set of Boolean or numerical features:

• Boolean feature f maps states s into Boolean values f(s)

• numerical feature n maps states s into real values n(s) (eg. non-negative integers)

Features obtained from pool of concepts and roles, constructed inductively from
primitive concepts and roles in planning domain D using a grammar.

• Concept C at state s gets denotation C[s] which is subset of objects

• Role R at state s gets denotation R[s] which is subset of object pairs

• Concept C defines feature fC(s) = |C[s]| (which is Boolean if always ∈ {0, 1})
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Feature Grammar and Interpretation

• Atoms:

. Native concepts C for unary predicates, and roles R for binary predicates in domain

. Native concepts/roles at goal: C/g and R/g

. Universe >(s) = U(s) consists of all objects

. nominal(const)(s) = {const} for PDDL constant const

• Concepts from concepts:

. union(C,C ′)(s) = C(s) ∪ C ′(s)

. inter(C,C ′)(s) = C(s) ∩ C ′(s)

. diff(C,C ′)(s) = C(s) \ C ′(s)

. compl(C)(s) = U(s) \ C ′(s)
• Roles from roles:

. inv(R)(s) = {(o, o′) | (o′, o) ∈ R(s)}
• Concepts from roles:

. exists(R,C)(s) = {o | ∃o′[(o, o′) ∈ R(s) ∧ o′ ∈ C(s)]}

. forall(R,C)(s) = {o | ∀o′[(o, o′) ∈ R(s) =⇒ o′ ∈ C(s)]}

. proj(R,1)(s) = {o | ∃o′[(o, o′) ∈ R(s)]} (similarly, proj(R,2))

• Roles from concepts:

. restr(R,1,C)(s) = {(o, o′) ∈ R(s) | o ∈ C(s)} (similarly, restr(R,2,C))

. equals(R,R′)(s) = {o | ∀o′[(o, o′) ∈ R(s)↔ (o, o′) ∈ R′(s)]}
• Size (resp. depth) complexity of C or R is size (resp. depth) of parse tree
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Examples of State Abstractions

• Gripper: if goal is to move non-specific balls from one room to another:

. Robot at target room: exists(at/g, at-robot)

. Held balls: exists(carry,>)

. Balls not in target room: compl(equals(at/g, at))

. Free grippers (capacity): free

• Blocks3opsTable (where table is also object):

. Clear blocks: clear

. Blocks not in final position: compl(equals(on/g, on))

. Blocks st all objects below are well-placed: forall(tc(on), equals(on/g, on))
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Construction of Feature Pool

• Two concepts C and C ′ (likewise, roles R and R′) are:

. Equivalent for state pair (s, s′), written C ∼s,s′ C ′, iff C[s] = C[s′]

. Equivalent for set P of state pairs, written C ∼P C ′, iff C ∼s,s′ C ′ for all (s, s′) ∈ P

• (Naive) algorithm for constructing pool of features of given complexity K:

1: Let I := ∅
2: while true do
3: Let I′ := ∅
4: for S⊆I with |S| ≤ 2 of total complexity < K do
5: Create concept/role e from S (e.g. forall concept or inverse role)

6: if e isn’t equivalent to any item in I ∪ I′ then
7: I′ := I′ ∪ {e}
8: if I′ = ∅ then break
9: I := I ∪ I′

• Concept C (role R) defines feature |C| (|R|) which is Boolean if always in {0, 1}

Blai Bonet. Learning for (Generalized) Planning. ICAPS Summer School. Dublin, Ireland. 2026 16



Extended Expressivity

• Numerical distance features:

. dist(C,R,C ′)(s)≤n iff ∃(o1, o2, . . . , on) st o1∈C, on∈C ′, and (oi, oi+1)∈R

. dist(C,R,C ′)(s) =n iff dist(C,R,C ′)(s)≤n and dist(C,R,C ′)(s) 6<n

• Non-C2 features:

. Transitive closure: tc(R)(s) = {(o, o′) | R+(o, o′)}

. Composition: comp(R,R′)(s) = {(o, o′) | ∃o′′[(o, o′′) ∈ R(s) ∧ (o′′, o′) ∈ R′}

. ...
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Rules: Syntax and Semantics

Rules have form C 7→ E where C and E are sets of conditions and effects:

• Conditions: {p,¬p} for Booleans p; {n> 0, n= 0} for numericals n

• Effects: {p,¬p, p?} for Booleans p; {n↑, n↓, n?} for numericals n

Example: {H,n> 0} 7→ {¬H,n↓} is rule over Boolean H and numerical n

Transition (s, s′) is compatible with rule C 7→ E iff:

• Conditions:

. if p (resp. ¬p) in C, the p(s) = 1 (resp. p(s) = 0)

. if n= 0 (resp. n> 0) in C, the n(s) = 0 (resp. n(s)> 0)

• Effects:

. if p (resp. ¬p) in E, then p(s′) = 1 (resp. p(s′) = 0)

. if n↑ (resp. n↓) in E, then n(s′)>n(s) (resp. n(s′)<n(s))

. if p (resp. n) not in E, then p(s′) = p(s) (resp. n(s′) =n(s))
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Rule-Based Policies

• Policy π is set of rules over the feature Φ mentioned in rules

• Transition (s, s′) compatible with π (“good”) if compatible with some rule in π

• Trajectory (s0, s1, . . .) is π-trajectory if each (si, si+1) is in π

Example: Policy for navigation problem where rewards in grid must be picked

{r > 0, d= 0} 7→ {r↓, d↑}
{r > 0, d> 0} 7→ {d↓}

where r ≡ |at| is number of rewards in grid; d = dist(at-robot,adj,exists(at,>))
is distance to closest reward

Policy is safe, closed and acyclic: it solves any instance!
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Principles for Learning Rule-Based Policies

• Projection of transition (s, s′) on features in Φ results in rule C 7→ E where

. C is Boolean valuation of features in Φ on state s

. E is qualitative change of features in Φ across (s, s′)

Fact. Transition (s, s′) is compatible with its projection C 7→ E

• Transitions (s, s′) and (t, t′) separated by feature f that changes differently
across (s, s′) and (t, t′)

Example: Consider features Φ = {n, attarget} in Gripper:

• n = |exists(carry,>)| (# balls carried)

• attarget = |exists(at,proj(at/g,2))| (# balls at target room)

- Projection of (drop B1 rB left) on Φ is {n> 0, attarget= 0} 7→ {n↓, attarget↑}
- n and attarget separate (drop B1 rB left) and (move rB rA)
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SAT-Based Learning [Francès et al., 2021]

• Input: transitions T over states S, feature pool F , distance budget K

• Output: Propositional theory Th(T ,F, K) over {Select(f),Good(s, s′),Dist(s, k)}

A1. Oneof {Dist(s, k) : k = 0, 1, . . . , K} [for non-dead end s∈S]

A2.
∨

(s,s′)∈T Good(s, s′) [for non-dead end s∈S]

A3. ¬Good(s, s′) [for dead end s′∈S, (s, s′)∈T ]

A4. Good(s, s′) ∧ Dist(s, `) ∧ Dist(s′, k) =⇒ k < ` [for (s, s′)∈T ]

A5. Good(s, s′)∧¬Good(t, t′) =⇒ ∨
f :∆f (s,s′) 6= ∆f (t,t′) Select(f) [(s, s′), (t, t′)∈T ]

where ∆f(s, s
′)∈{=,+,−} is the change of f across (s, s′)

Let Π(T ,F, K) be set of policies over F that solve non-dead-end states in S in at most K steps.

T is closed iff for each non dead-end s∈S, there is (s, s′)∈T where s′ is not dead end

Theorem. Let T be closed. Π(T ,F, K) is non-empty iff Th(T ,F, K) is SAT. If ν satisfies

Th(T ,F, K), the projection of Goodν on Fν is such policy where Goodν = {(s, s′)∈T : ν �
Good(s, s′)} and Fν = {f ∈F : ν � Select(f)}
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Learning Algorithm

• Given small set {P1, . . . , Pk} of small training instances (e.g. k= 1 or k= 2)

• Get pool F of feature of complexity bounded by KF (parameter)

• Obtain reachable transitions T and states S; construct theory Th(T ,S,K)

• Call Max-SAT solver over Th(T ,S,K) to prefer small over large policies

• Project transitions in T over solution ν to get policy, and evaluate

• Optimizations:

. Constraint Dist(s, k) for V ∗(s)≤ k≤δV ∗(s), where δ= 2

. Pool F defines equivalence relation among states; can formulate theory using representatives

. Number of separation clauses (A5) grows quadratically in T : generate them incrementally
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Results

• Open-WBO Weighted Max-SAT solver [Martins, Manquinho, and Lynce 2014]

• Pool complexity KF = 8

Domain |Q| dim T T / ∼ dmax |F| vars clauses time SAT compl. |Φ| K∗ |π|
Blocks4ops-clear 1 5 1,161 55 7 532 7.9K 247.7K 6 < 1 8 3 4 3
Blocks4ops-on 1 5 1,852 329 10 1,412 17.3K 376.6K 33 22 13 5 5 7
Gripper 1 4 1,140 61 12 835 6.5K 102.6K 2 < 1 9 3 4 4
Reward 1 5× 5 432 361 15 514 5.5K 214.9K 2 < 1 7 2 6 2
Delivery 2 4× 4 42,473 5,442 56 1,373 753.4K 38.2M 3,071 2,902 30 4 14 6
Visitall 1 3× 3 2,396 310 8 188 13.9K 244.5K 3 < 1 7 2 5 1
Spanner 3 (6, 10) 10,777 96 19 764 85.0K 2.2M 32 < 1 9 3 6 2
Miconic 2 (4, 7) 4,706 4,636 14 1,073 23.8K 23.6M 41 61 11 4 5 5
Blocks3ops 2 5 4,275 4,275 8 1,896 22.1K 9.3M 80 40 11 3 6 1

#training instances, dimension, #transitions, #equiv. classes modulo features, pool size, size SAT

theory in vars and clasuses, total time, time in SAT, complexity and size of selected features, effective

pool complexity, and number of rules
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Example Learned Policy: Blocks3opsTable

• Domain with 3 operators, predicates clear/1 and on/2, constant table

• Features:

. c = |clear| [#objs clear]

. t′ = |compl(equals(on/g,on))| [#objs not in target]

. bwp = |forall(tc(on),equals(on/g,on))| [#objs st all below are well-placed]

• Learned policy:

{c> 0, t′> 0, bwp> 0} 7→ {c↑}
{c> 0, t′> 0, bwp> 0} 7→ {c↑, bwp↑, t′?}
{c> 0, t′> 0, bwp> 0} 7→ {c↑, t′↓}
{c> 0, t′> 0, bwp> 0} 7→ {c↓, t′↓}

• Policy is safe, closed, and acyclic [Francès et al., 2021]
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Structural Termination

Consider the policy:

• {H} 7→ {¬H} (H flips value from true to false)

• {¬H,n> 0} 7→ {H,n↓} (H flips value from false to true, and n decrements)

The policy is acyclic by design:

. each rule flips the value of the Boolean H

. each flip from ¬H to H comes with a decrement of n which no rule increments

For non-negative integer-valued features (as those induced by conceps/roles), there
is a finite number of flips

Policy π is structurally terminating if it cannot generate a cycle independently of
the denotation of its features. Termination is implied by how features change
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Monotone Features

Let R be a set of rules over the features in Φ:

• Numerical n is monotone in R if no rule increases it, or no rule decreases it

• Boolean p is monotone in R if no rule makes it true, or no rule makes it false

For numerical (or Boolean) g, consider the following subsets of rules:

• %(R, g,=) = {r∈R : {g↑, g↓}∩ eff(r) = ∅}
• %(R, g, 0) = {r∈ %(R, g,=) | ‘g > 0’ /∈ cond(r)}
• %(R, g, 1) = {r∈ %(R, g,=) | ‘g= 0’ /∈ cond(r)}

Feature f is monotone given g iff it is monotone in %(R, g, 0) and %(R, g, 1)
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Stratified Policies

Policy π is 1-stratified iff

• Every rule entails the change of some feature

• There is ranking κ of the features such that

. if κ(f) = 0, feature f is monotone in π

. if κ(f) > 0, there is g such that κ(g)<κ(f) and f is monotone given g

Theorem. If π is 1-stratified, it’s acyclic. Testing 1-stratification takes polytime

Suppose not. Consider infinite s0, s1, s2, . . . Since integer and bounded (in instance) features,

some f increases and decreases i.o. Choosing such f of min rank yields contradiction (⇒⇐)

Testing 1-stratification. Construct κ. Choose f that is monotone in π. Set κ(f) = 0.

At stage i, choose non-ranked f that is monotone given g already chosen one. Set κ(f) = i.

There are O(n2) possibilities for f and g. Testing if such a pair works takes time linear in |π|.
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Example of Stratified Policy

• Policy over {n,m,A} where n and m are numerical, and A is Boolean:

{n> 0} 7→ {n↓,m?}
{m> 0} 7→ {m↓}

{A,m> 0} 7→ {¬A}
{¬A,m= 0} 7→ {A}

• Stratification κ(n) = 0, κ(m) = 1, and κ(A) = 2:

. n is monotone: no rule increases n

. m is monotone given n: removing the first rule, no rule increases m

. A is monotone given m: A is monotone in %(π,m, 0) and in %(π,m, 1)

• Suppose infinite π-trajectory s0, s1, s2, . . .

. After finite prefix, the sequence only executes rules r2–r4

. even further, the sequence sk, sk+1, sk+2... only executes rules in r3–r4

. yet value of m is constant in such prefix ... impossible!
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k-Stratified Policies

Similar notion but where conditional monotonicity defined in terms of k features

Theorem. If π is k-stratified, it’s acyclic. Testing k-stratification is exponential in
k, but polynomial in |π| and |Φ|
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Learning Terminating Policies From Examples

• SAT-based learning solves two (coupled) combinatorial problems:

. Choosing good transitions for alive states

. Choosing features that separate good from bad transitions

• Examples provide good transitions; they come from tutor (planner, human, ...)

• Policy rules obtained by projecting good transitions into selected features

• Task: select features {f1, f2, . . . , fk} that make up a “terminating set”

• No SAT/ASP; want something fast and scalable; switch to hitting sets!
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Hitting Set Problem

• Classical NP-Complete problem (one of Karp’s problems):

. Input: collection S1, S2, . . . , Sn of subsets over universe U = ∪1≤i≤nSi

. Input: non-negative integer k ≥ 0

. Question: is there H ⊆ U such that |H| ≤ k, and Si ∩H 6= ∅ for 1 ≤ i ≤ n?

• Dual of Set Cover, non-approximable, FPT for different parameters

• Weights w : U → N, and ask for H of weight
∑
e∈H w(e) ≤ k

• Approximation greedy algorithm chooses element that hits maximum number
of not-yet-hit subsets normalized by weight:

1: H := ∅
2: while there are subsets not hit by H do
3: Choose e with max score(e)

.
= |{i | e∈Si, Si ∩H = ∅}| /w(e)

4: H :=H ∪ {e}

[Approximation ratio of lnn+ o(1) for n subsets]
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Base for Learning Terminating Policies using Hitting Sets

• Inputs: Examples as set T of transitions, and (possibly) large pool F of features

• Output: Subset Φ ⊆ F of features on which to project the transitions in T

• Set Φ of features must satisfy set of requirements

• Requirements are expressed extensionally as subsets of features:

. For each edge e∈T , some feature f must change: Re = {f ∈F | f changes across e}

. (whatever suits you . . . more about this later)
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Base for Learning Terminating Policies using Hitting Sets

• Inputs: Examples as set T of transitions, and (possibly) large pool F of features

• Output: Subset Φ ⊆ F of features on which to project the transitions in T

• Set Φ of features must satisfy set of requirements

• Requirements are expressed extensionally as subsets of features:

. For each edge e∈T , some feature f must change: Re = {f ∈F | f changes across e}

. (whatever suits you . . . more about this later)

• Hitting set formulation:

Input: T , pool F (each with comp. w(f)), and set R of requirements (each is F -subset)

1: Φ := ∅
2: while there is some requirement not hit by Φ do
3: Let Fenabled ⊆ F be the set of “features enabled by Φ”

4: Choose f in Fenabled with max score(f)
.
= |{R∈R | f ∈R, R∩Φ = ∅}| /w(f)

5: Φ := Φ ∪ {f}

where Fenabled = {f ∈F | f is monotone, or monotone given some g in Φ}

• Resulting policy π is projection of T over Φ; π = proj(T ,Φ)
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Time to Evaluate the Policy

• What can go wrong?

• Policy generates a cycle Impossible. By design, the policy is terminating!
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Time to Evaluate the Policy

• What can go wrong?

• Policy generates a cycle Impossible. By design, the policy is terminating!

• Policy reaches state s where no transition (s, t) is compatible with a rule:

. It can happen. Policy isn’t necessarily closed

. Ask the tutor (planner) to generate a new transition e= (s, t)

. Augment transitions and requirements: T := T ∪ {e} and R :=R∪ {Re}
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Time to Evaluate the Policy

• What can go wrong?

• Policy generates a cycle Impossible. By design, the policy is terminating!

• Policy reaches state s where no transition (s, t) is compatible with a rule:

. It can happen. Policy isn’t necessarily closed

. Ask the tutor (planner) to generate a new transition e= (s, t)

. Augment transitions and requirements: T := T ∪ {e} and R :=R∪ {Re}

• Policy generates trajectory (s0, s1, . . . , sn) where sn is dead end state:

. It can also happen. Policy isn’t necessarily safe

. Find guilty transition b= (si, si+1) for the purpose of marking it as a bad transition

. For each transition e∈T , add requirement Re,b = {f ∈F | ∆f(e) 6= ∆f(b)}

. Number of requirements grows by |T |

. Guilty transition: (si, si+1) is “first transition” such that all previous belong to T
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Results (Successes)

Last outer iteration Time in seconds

Domain |Q| |F| Outer Inner |Q′| Inner∗ |T | |B| ‖H‖ |H| |π| Prep. Alg. Verif. Total

3puzzle 19 1,000 1 1 1 1 6 0 12 3 5 0.0 0.0 0.1 2.4
Blocks4ops-clear 53 13,579 1 1 1 1 7 0 14 2 2 0.6 0.0 0.1 10.4
Delivery-1pkg 169 5,765 1 1 1 1 9 0 18 4 4 0.2 0.0 3.2 24.6
Gripper 5 6,154 1 1 1 1 19 0 38 3 4 0.4 0.2 3.9 8.2
Reward 207 249,122 1 1 1 1 17 0 34 2 2 26.1 33.7 6.9 152.5
Visitall 460 146,085 1 1 1 1 20 0 40 2 3 15.6 1.4 991.5 1,110.1

Childsnack 10 2,900 1 2 1 2 15 0 30 6 8 0.5 0.0 32.1 35.6
Spanner-1nut 90 8,001 1 2 1 2 6 1 19 3 3 0.5 0.0 0.5 11.7
Logistics-1truck 67 262,509 1 17 1 17 32 0 64 5 8 905.5 803.5 2.7 1,926.6
Barman-1cocktail-1shot 90 69,040 1 21 1 21 32 2 133 11 22 243.1 539.9 216.1 1,049.9

Blocks4ops-on 94 183,322 2 2 1 1 10 0 20 4 7 24.2 1.9 1.1 108.2
Spanner 270 13,679 2 3 1 2 10 1 31 3 3 1.9 0.3 176.0 210.4
Delivery 397 13,904 4 21 1 3 23 0 46 4 5 42.1 6.6 23.0 135.3
Ferry 180 8,547 5 13 1 6 17 0 34 4 5 8.6 3.9 3.6 39.3
Miconic 360 107,785 9 30 1 6 20 0 40 4 5 253.8 73.7 50.8 502.8

8puzzle-1tile-fixed 18 11,230 7 38 4 3 40 0 80 8 14 44.7 25.5 1.8 81.5
8puzzle-1tile 16 12,417 8 52 3 6 40 0 80 8 18 69.1 35.6 2.2 117.8
Blocks4ops 5 100,897 10 66 3 5 81 0 162 7 24 5,349.4 7,159.4 19.6 12,863.9
Sokoban-1stone-7x7 8 115,214 12 309 5 15 94 4 671 15 50 14,248.4 12,712.3 896.1 28,196.5
Logistics-1pkg 24 225,518 15 138 4 8 56 0 112 7 16 6,936.5 5,913.8 416.7 16,136.6
Zenotravel-1plane 73 24,959 28 266 7 3 122 0 244 7 18 2,039.2 277.3 2,905.9 5,406.4

#instances, #features, #outer/inner iterations, #instances seen, #good/bad transitions, size of hs.

problem, size of hs, policy size, and preprocessing, algorithm, and verification times
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Results (Failures)

Last outer iteration Time in seconds

Domain |Q| |F| Outer Inner |Q′| Inner∗ |T | |B| ‖H‖ Reason Prep. Alg. Verif. Total

Rovers 608 190,064 1 1 1 1 25 0 50 Edge 17.2 0.5 0.0 225.7
Tidybot-opt11-strips 8 59,402 1 1 1 1 40 0 80 Edge 7.7 0.2 0.0 119.0
Tpp 11 14,128 1 1 1 1 201 0 402 Edge 9.3 0.2 0.0 237.1
8puzzle-2tiles 16 4,458 1 2 1 2 20 0 40 Edge 0.8 0.1 0.1 6.3
Hiking 180 16,723 1 2 1 2 8 0 16 Edge 1.4 0.0 4.0 190.0
Depot 18 255,079 1 17 1 17 119 0 238 Edge 4,771.5 379.5 415.2 15,511.7
Freecell 65 146,428 1 35 1 35 133 19 2,964 Timeout — — — —
Barman-1cocktail 270 69,040 1 94 1 94 105 6 868 Edge 3,056.5 5,474.4 36.4 8,769.3
Tetris-opt14-strips 16 37,496 1 142 1 142 180 1 550 Edge 5,109.8 3,458.8 7,157.7 16,500.1
Satellite 950 171,475 2 209 1 157 168 0 334 Timeout — — — —
Driverlog 381 172,818 6 152 1 16 31 0 62 Edge 5,768.1 1,822.2 52.3 8,088.9
Zenotravel-1person 80 42,271 12 385 1 77 80 3 507 Edge 2,262.9 350.4 1,359.2 4,701.4
Logistics 282 51,418 11 72 4 5 99 0 198 Edge 987.5 169.3 15.4 1,310.9
Blocks3ops 392 236,954 17 102 7 8 106 0 206 Timeout — — — —

#instances, #features, #outer/inner iterations, #instances seen, #good/bad transitions, size of hs.

problem, failure reason, and preprocessing, algorithm, and verification times
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Recursive Termination

• Conditional monotonicity is one way to get structural termination

• Recursive termination is more powerful:

1: function Solve(T )

2: if T is empty then Success

3: Choose f that is monotone in T and changes some edge [Let Tf = T ]

4: if no such f then Failure

5: Let T ∗f be edges in T where f doesn’t change [Notice T ∗f ( Tf ]

6: Partition T ∗f = T ∗f [0] ∪ T ∗f [1] where T ∗f [ν] = {(s, t)∈T ∗f | s � f = ν}
7: Recurse into T ∗f [0] and T ∗f [1]

• Theorem. Recursive termination implies structural termination

• Easy change enumerates all solutions; other variations are possible
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Learning Policies with Neural Methods



Graph Neural Networks (GNNs)

• Neural architecture capable of processing graphs G = (V,E) of any size

• Primary function is to compute node (vertex) embeddings, each a vector in Rd

• Architecture characterized by width (embedding dimension), depth (num. layers),
(permutation invariant) aggregation and combination functions:

f0(u) = et

fk+1(u) = combk
(
fk(u), aggrk

(
{{fk(v) | (u, v) ∈ E}}

))
where et is initial embedding for vertices of “atomic type” t

• At the end, final embeddings aggregated and passed through a “readout function”:

f(G) = readout
(
{{fL(u) | u ∈ V }}

)
• Functions have learnable parameters (sometimes even the initial embeddings)
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Concrete GNN architectures

• Important that aggregation is permutation invariant; eg. sum, mean, max, etc

• Frequent choice:

. Sum/max aggregation of embeddings

. Linear combination; non-linear activation (eg ReLU); residual or non-residual

. It can be homogeneous (all layers equal) or not; readout is MLP

• For layers k = 0, 1, . . . , L− 1:

f0(u) = et

fk+1(u) = ReLU

(
Ak fk(u) +Bk

∑
(u,v)∈E

fk(v) +Ck

)
readout(S) = MLP

(∑
e∈S e

)
where Ak and Bk are Rd×d matrices, and et and Ck are Rd vectors
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Implementation and Training of GNNs

• Easily implemented in PyTorch and trained with stoch. gradient descend (SGD)

• As always, data is split into training, validation, and test set:

. Training: directly used to do actual training (loss and gradient calculation)

. Validation: after X epochs (epoch is when all data have been seen), net evaluated on

validation set (performance and parameters stored)

. Select model with best performance on validation set

. Evaluate selected model on test set (withheld from entire training process)

• Training can be supervised, self-supervised, or RL:

. Supervised: training data consists of pairs (G,L) for graph G and label L

. Self-supervised: focus on extracting patterns or (latent) representations without needing

labels (VAEs, Constrastive, MAEs)

. Reinforcement Learning: different learning paradigm, GNN acts like “policy” that interacts

with environment that yields a reward signal

• Hyperparameter tuning crucial and difficult: batch size, learning rate, ...
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1-WL, Counting Logics, and GNNs

• Clean connection between graph coloring, logic and GNNs

• Weisfeiler-Lehman coloring algorithm (1-WL):

f0(u) = “initial color depending on vertex type”

fk+1(u) = Relabel
(
fk(u), {{fk(v) | (u, v) ∈ E}}

)
Iterate until no further refinement possible (max |V | iterations)

• Final coloring f∞: u ∼ v iff f∞(u) = f∞(v). Vertex partition is {[u] | u ∈ V }

• If G ' G′, they generate equivalent (vertex) partitions; converse is false
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Counting Logics and 1-WL

• FO2 is FOL with 2 variables (restrictive fragment)

• Increase expressivity by allowing counting quantifiers of form ∃≥nyφ(x, y)
meaning there are at least n distinct objects y such that φ(x, y) holds

• Resulting logic is called C2 (in some variants, the integer n can be quantified
and appear in “arithmetic” operations)

• C2 in graphs:

. φ(x) = ∃≥5y
(
E(x, y) ∧ red(y)

)
(x has at least 5 red neighbors)

. ψ0(x) = red(x)

. ψd+1(x) = ψd(x) ∨ ∃y
(
E(x, y) ∧ ψd(y)

)
(x is at dist. ≤ d+ 1 from red)

. ϕ(x) = ∃n,m
(
(n < m) ∧ ∃=ny

(
E(x, y) ∧ red(y)

)
∧ ∃=my

(
E(x, y) ∧ blue(y)

))
• Theorem. For any two graphs G and G′, and two vertices u and v in G:

. G '1-WL G
′ iff there is no C2 formula that distinguish G and G′

. fk(u) = fk(v) iff for every C2 formula φ(x) of rank k, G � φ(u) iff G � φ(v)
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GNNs and 1-WL

• GNNs cannot distinguish graphs/vertices beyond 1-WL:

. If G '1-WL G
′, then f(G) = f(G′) for every GNN

. If fk(u) = fk(v), then fk(u) = fk(v) for every GNN (even with readouts)

• Guarded fragment of C2, GC2, corresponds to formulas

φ ← U(x)
∣∣ E(x, y)

∣∣ ¬φ ∣∣ φ ∨ φ ∣∣ ∃≥ny(E(x, y) ∧ φ(y)
)

• If vertices u and v cannot be distinguished by formulas in GC2 of rank k, then
fk(u) = fk(v) for every GNN
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Relational GNN for Planning

• GNNs are designed for graphs; planning states are not graphs

• STRIPS domain D defines signature σ with constants and predicates in D

• Planning state s is relational structure: denotations given by grounded atoms

• R-GNN[D] for planning states [Stahlberg et al., 2022–today]:

Input: set S of ground atoms, objects O

Output: embeddings fL(o) for each object o ∈ O
1: Initialize f0(o) = 0d for each object o ∈ O
2: for layer index i = 1, 2, . . . , L− 1 do
3: for each atom q = R(o1, o2, . . . , ok) in S do
4: mq = MLPR

(
f i(o1), f i(o2), . . . , f i(ok)

)
5: Send message mq,oj

:= [mq]j to object oj

6: for each object o in O do
7: f i+1(o) := f i(o) + MLPU

(
f i(o), aggr({{mq,o | q ∈ S, o ∈ q}})

)
• MLPR per predicate R; MLPU for combining; residual connections

• Aggregation function either sum, smooth-max, or combination
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Training and Loss Functions

• Stahlberg et al. [2022a,b]

• Readout generates scalar value (MLP over aggregation of final embeddings)

• Training minimizes loss over training set by finding best parameter θ

• Loss functions:

Loss =
∑

s in trainset

|V ∗(s)− Vθ(s)|

Loss′ =
∑

s in trainset

max
{

0,
[
1 + mina Vθ(sa)

]
− Vθ(s)

}

• If Loss= 0, Vθ=V ∗ yields optimal policies on training set [St̊ahlberg et al., 2022]

• If Loss′= 0, Vθ(s)≥ 1 + mina Vθ(sa) yields policies that solve training set

• Aim at generalization performance over new, test instances
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Experiments: Setup

• Experiments aimed at testing generalization (coverage and quality)

• Standard instances from International Planning Competition (IPC)

• Width and depth set at d= 64 and L= 30: L affects how far messages propagate,
d affects number of features in Vθ

• Optimizer Adam with learning rate 0.0002

• Hardware: NVIDIA A100 GPUs for up to 12 hours

• During training, loss measured on “validation set”; best θ selected

• Quality measured with respect to optimal plans
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Experimental Results: Minimizing Loss′

• Instance sizes in training, validation and testing by number of objects

Domain Train Validation Test

Blocks [4, 7] [8, 8] [9, 17]

Delivery [12, 20] [28, 28] [29, 85]

Gripper [8, 12] [14, 14] [16, 46]

Logistics [5, 18] [13, 16] [15, 37]

Miconic [3, 18] [18, 18] [21, 90]

Reward [9, 100] [100, 100] [225, 625]

Spanner* [6, 33] [27, 30] [22, 320]

Visitall [4, 16] [16, 16] [25, 121]

• Performance of two deterministic greedy policies: πVθ with and without cycle avoidance

Deterministic policy πV with cycle avoidance Deterministic policy πV alone

Domain (#) Coverage (%) L PQ = PL / OL (#) Coverage (%) L PQ = PL / OL (#)

Blocks (20) 20 (100%) 790 1.0427 = 440 / 422 (13) 20 (100%) 790 1.0427 = 440 / 422 (13)
Delivery (15) 15 (100%) 400 1.0000 = 400 / 400 (15) 15 (100%) 404 1.0100 = 404 / 400 (15)
Gripper (16) 16 (100%) 1,286 1.0000 = 176 / 176 (4) 16 (100%) 1,286 1.0000 = 176 / 176 (4)
Logistics (28) 17 (60%) 4,635 9.7215 = 3,665 / 377 (15) 0 (0%) 0 —
Miconic (120) 120 (100%) 7,331 1.0052 = 1,170 / 1,164 (35) 120 (100%) 7,331 1.0052 = 1,170 / 1,164 (35)
Reward (15) 11 (73%) 1,243 1.2306 = 1,062 / 863 (10) 3 (20%) 237 1.1232 = 237 / 211 (3)
Spanner*-30 (41) 30 (73%) 1,545 1.0000 = 1,545 / 1,545 (30) 24 (58%) 940 1.0000 = 940 / 940 (24)
Visitall (14) 14 (100%) 904 1.0183 = 556 / 546 (10) 11 (78%) 631 1.0107 = 471 / 466 (9)

Total (269) 243 (90%) 18,134 1.6410 = 9,014 / 5,493 (132) 209 (77%) 11,619 1.0156 = 3,838 / 3,779 (103)
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Understanding and Overcoming Limitations

• Coverage:

. 5 out 8 fully solved: Blocks, Delivery, Gripper, Miconic, Visitall

. Exceptions: Logistics (60%), Reward (73%), Spanner (73%)

• Why not full coverage then?

. Logistics needs role composition, not in C2/GNN

. Reward/Spanner need to compute distances larger than # of layers

• Fixes:

. Logistics: add new atoms in states representing role compositions

. Spanner: add transitive closure of binary predicates

• Results:

. In Logistics and Spanner coverage jumps to 100%
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Deep Reinforcement Learning (DRL)

• Different ways to do it ...

. Approximate V - or Q-functions with neural net, do VI or PI

. Parameteric policy combined with policy gradient methods

• “Deep” means functions/policy represented with deep neural net
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Policy Gradient Methods

• Learn parameterized policy to select actions. A value function may be used to
learn parameters, but not required for action selection

• Parameter learned with gradients of some performance measure J(θ). Methods
seek to maximize performance, so they do gradient ascent

• Methods that learn approximations of policy and value functions called ac-
tor–critic: “actor” refers to policy, and “critic” to value function

• To ensure exploration, policy should never become deterministic. If action space
is “small”, it is common softmax actor from preferences or logits h(s, a,θ):

π(a|s,θ) =
eh(s,a,θ)∑
b e
h(s,b,θ)

• Examples: REINFORCE, Actor-Critic, PPO, ...
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REINFORCE

• Classic (perhaps first) well-understood policy gradient method [Williams, 1992]

• Correctness established with policy gradient theorem [Sutton & Barto, 2000]

• Updates occur at end of episode

Input: differentiable (parametric) policy π(a|s,θ)
Algorithm parameter: step size α > 0

1: Initialize policy parameters θ (e.g., θ = 0)
2: loop forever (for each episode):
3: Generate episode S0, A0, R0, . . . , ST−1, AT−1, RT following π(·|·,θ)
4: for each step t = 0, 1, 2, . . . , T − 1 do
5: G :=

∑T
k=t+1 γ

k−t−1Rk
6: θ := θ + αγkG∇ lnπ(At|St,θ)
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Actor-Critic

• Critic v̂(s,w) estimates V -value of state s

• Unlike REINFORCE, parameters updated in the “middle” of episode

Input: differentiable policy π(a|s,θ) and state-value function v̂(s,w)
Algorithm parameters: step sizes α > 0 and β > 0

1: Initialize policy parameters θ and state-value parameters w
2: loop forever (for each episode):
3: Initialize S (first state of episode)
4: I := 1
5: while S is not terminal do
6: A ∼ π(·|S,θ)
7: Take action A, observe resulting state S′ and reward R
8: δ := R+ γ v̂(S′,w)− v̂(S,w) (if S′ is terminal, v̂(S′,w)

.
= 0)

9: w := w + β δ∇v̂(S,w)
10: θ := θ + α I δ∇ lnπ(A|S,θ)
11: I := γI
12: S := S′
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Actor-Critic Algorithms for Generalized Planning

• Policies map states s into probabilities π(s′|s) for successors s′

• Training set is {Mi} of deterministic MDPs. Mi sampled using prior pi, then
sample state s in Mi (uniform)

• Action costs set to 1

• When sampled successor s′ is goal, parameter update ensure value of s′ is zero

• No trajectories sampled, just state transitions
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Actor-Critic Algorithms for Generalized Planning

Algorithm 1 Standard Actor-Critic for generalized plan-
ning: successor states s0 sampled with probability ⇡(s0|s).

1: Input: Training MDPs {Mi}i, each with state priors pi

2: Input: Differentiable policy ⇡(s|s0) with parameter ✓
3: Input: Diff. value function V (s) with parameter !
4: Parameters: Step sizes ↵, � > 0, discount factor �
5: Initialize parameters ✓ and !
6: Loop forever:
7: Sample MDP index i 2 {1, . . . , N}
8: Sample non-goal state S in Mi with probability pi

9: Sample successor state S0 with probability ⇡(S0|S)
10: Let � = 1 + �V (S0)� V (S)
11: !  ! + ��rV (S) Eq. (14)
12: ✓  ✓ � ↵�r log ⇡(S0|S) Eq. (8)
13: If S0 is a goal state, !  ! � �V (S0)rV (S0)

• The stochastic policies ⇡ are not assumed to encode a
probability distribution over the actions in a given state
because the set of actions changes from instance to in-
stance. Policies are assumed instead to map states s into a
probability distribution ⇡(s0|s) over the set N(s) of pos-
sible successor states s0 of s, and only indirectly, into a
probability distribution over the actions applicable in s.

• The training set is given by a collection {Mi}i of (de-
terministic) MDPs. States s are then sampled at training
time from a sampled Mi using a state prior pi. The distri-
butions over states in Mi and over the training MDPs Mi

are assumed to be uniform.

• Action costs are all equal to 1 and thus there are no ex-
plicit sampled costs in the algorithm.

• When a sampled successor state s0 is a goal state, the
value function parameters are updated to ensure that the
value of the goal state is zero. This is achieved by min-
imizing the loss function 1/2 V (s0)2, which drives the
value at the goal state s0 towards zero.

• Finally, no trajectories are sampled; or equivalently, the
only sampled trajectories have length T = 1, correspond-
ing to a single state transition. The reasons for this are
discussed in the experimental section.

The second algorithm, AC-M in Fig. 2, is a small varia-
tion of the first where the seed states S are sampled but not
the successor states S0. Instead, in the update expressions of
the policy and value function parameters, a sum over all pos-
sible successor states s0 is used, which in the case of value
updates, are weighted by the probabilities ⇡(s0|S) and re-
sult in full Bellman updates. Algorithm AC-M is an actor-
critic algorithm that makes use of the training models Mi

and which often converges faster than the model-free ver-
sion AC-1. Notice that for applying the learned policy ⇡
from either AC-1 or AC-M, one must be able to determine
the possible successors s0 of a state s in order to assess the
probabilities ⇡(s0|s) that define the stochastic policy. A full
model-free approach for generalized planning would need to
learn this structure as well.

Algorithm 2 All-Actions Actor-Critic: all successor states
considered for updating policy and value functions.

1: Input: Training MDPs {Mi}i, each with state priors pi

2: Input: Differentiable policy ⇡(s|s0) with parameter ✓
3: Input: Diff. value function V (s) with parameter !
4: Parameters: Step sizes ↵, � > 0, discount factor �
5: Initialize parameters ✓ and !
6: Loop forever:
7: Sample MDP index i 2 {1, . . . , N}
8: Sample non-goal state S in Mi with probability pi

9: Let V 0 = 1 + �⌃s02N(S) [⇡(s0|S)V (s0)]
10: Let b(S) = V 0 � 1 be the baseline
11: !  ! + �(V 0 � V (S))rV (S)
12: ✓ ✓�↵⌃s02N(S) [(V (s0)� b(S))r⇡(s0|S)]
13: If s0 2 N(S) is goal state, !  !��V (s0)rV (s0)

5 Neural Network Architecture
The value and policy functions, V (s) and ⇡(s0|s), are rep-
resented using graph neural networks (Scarselli et al. 2008;
Hamilton 2020) adapted for dealing with relational struc-
tures. The GNNs produce object embeddings �(o) that then
feed suitable readout functions. We adopt the GNN archi-
tecture of Ståhlberg, Bonet, and Geffner (2022a; 2022b) for
representing value functions over planning states. This ar-
chitecture is a variation of a similar one used for solving
Max-CSP problems (Toenshoff et al. 2021).

5.1 GNNs on Graphs
GNNs represent trainable, parametric, and generalizable
functions over graphs specified by means of aggregate and
combination functions aggi and combi, and a readout func-
tion F . The GNN maintains an embedding fi(v) 2 Rk for
each vertex v of the input graph G. Here, i ranges from 0
to L, which is the number of iterations or layers. The vertex
embeddings f0(v) are fixed and the embeddings fi+1(v) for
all v are computed from the fi embeddings as:

fi+1(v) := combi(fi(v), aggi({{fi(w)|w2NG(v)}})) (15)

where NG(v) is the set of neighbors for vertex v in G, and
{{. . .}} denotes a multiset. This iteration is usually seen as an
exchange of messages among neighbor nodes in the graph.
Aggregation functions aggi like max, sum, or smooth-max,
map arbitrary collections of real vectors of dimension k into
a single Rk vector. The combination functions combi map
pairs of Rk vectors into a single Rk vector. The embeddings
fL(v) in the last layer are aggregated and mapped into an
output by means of a readout function. All the functions are
parametrized with weights that are learnable. By design, the
function computed by a GNN is invariant with respect to
graph isomorphisms, and once a GNN is trained, its output
is well defined for graphs G of any size.

5.2 GNNs for Relational Structures
States s in planning do not represent graphs, but more gen-
eral relational structures. These structures are defined by
a set of objects, a set of domain predicates, and the atoms

Algorithm 1 Standard Actor-Critic for generalized plan-
ning: successor states s0 sampled with probability ⇡(s0|s).

1: Input: Training MDPs {Mi}i, each with state priors pi

2: Input: Differentiable policy ⇡(s|s0) with parameter ✓
3: Input: Diff. value function V (s) with parameter !
4: Parameters: Step sizes ↵, � > 0, discount factor �
5: Initialize parameters ✓ and !
6: Loop forever:
7: Sample MDP index i 2 {1, . . . , N}
8: Sample non-goal state S in Mi with probability pi

9: Sample successor state S0 with probability ⇡(S0|S)
10: Let � = 1 + �V (S0)� V (S)
11: !  ! + ��rV (S) Eq. (14)
12: ✓  ✓ � ↵�r log ⇡(S0|S) Eq. (8)
13: If S0 is a goal state, !  ! � �V (S0)rV (S0)

• The stochastic policies ⇡ are not assumed to encode a
probability distribution over the actions in a given state
because the set of actions changes from instance to in-
stance. Policies are assumed instead to map states s into a
probability distribution ⇡(s0|s) over the set N(s) of pos-
sible successor states s0 of s, and only indirectly, into a
probability distribution over the actions applicable in s.

• The training set is given by a collection {Mi}i of (de-
terministic) MDPs. States s are then sampled at training
time from a sampled Mi using a state prior pi. The distri-
butions over states in Mi and over the training MDPs Mi

are assumed to be uniform.

• Action costs are all equal to 1 and thus there are no ex-
plicit sampled costs in the algorithm.

• When a sampled successor state s0 is a goal state, the
value function parameters are updated to ensure that the
value of the goal state is zero. This is achieved by min-
imizing the loss function 1/2 V (s0)2, which drives the
value at the goal state s0 towards zero.

• Finally, no trajectories are sampled; or equivalently, the
only sampled trajectories have length T = 1, correspond-
ing to a single state transition. The reasons for this are
discussed in the experimental section.

The second algorithm, AC-M in Fig. 2, is a small varia-
tion of the first where the seed states S are sampled but not
the successor states S0. Instead, in the update expressions of
the policy and value function parameters, a sum over all pos-
sible successor states s0 is used, which in the case of value
updates, are weighted by the probabilities ⇡(s0|S) and re-
sult in full Bellman updates. Algorithm AC-M is an actor-
critic algorithm that makes use of the training models Mi

and which often converges faster than the model-free ver-
sion AC-1. Notice that for applying the learned policy ⇡
from either AC-1 or AC-M, one must be able to determine
the possible successors s0 of a state s in order to assess the
probabilities ⇡(s0|s) that define the stochastic policy. A full
model-free approach for generalized planning would need to
learn this structure as well.

Algorithm 2 All-Actions Actor-Critic: all successor states
considered for updating policy and value functions.

1: Input: Training MDPs {Mi}i, each with state priors pi

2: Input: Differentiable policy ⇡(s|s0) with parameter ✓
3: Input: Diff. value function V (s) with parameter !
4: Parameters: Step sizes ↵, � > 0, discount factor �
5: Initialize parameters ✓ and !
6: Loop forever:
7: Sample MDP index i 2 {1, . . . , N}
8: Sample non-goal state S in Mi with probability pi

9: Let V 0 = 1 + �⌃s02N(S) [⇡(s0|S)V (s0)]
10: Let b(S) = V 0 � 1 be the baseline
11: !  ! + �(V 0 � V (S))rV (S)
12: ✓ ✓�↵⌃s02N(S) [(V (s0)� b(S))r⇡(s0|S)]
13: If s0 2 N(S) is goal state, !  !��V (s0)rV (s0)

5 Neural Network Architecture
The value and policy functions, V (s) and ⇡(s0|s), are rep-
resented using graph neural networks (Scarselli et al. 2008;
Hamilton 2020) adapted for dealing with relational struc-
tures. The GNNs produce object embeddings �(o) that then
feed suitable readout functions. We adopt the GNN archi-
tecture of Ståhlberg, Bonet, and Geffner (2022a; 2022b) for
representing value functions over planning states. This ar-
chitecture is a variation of a similar one used for solving
Max-CSP problems (Toenshoff et al. 2021).

5.1 GNNs on Graphs
GNNs represent trainable, parametric, and generalizable
functions over graphs specified by means of aggregate and
combination functions aggi and combi, and a readout func-
tion F . The GNN maintains an embedding fi(v) 2 Rk for
each vertex v of the input graph G. Here, i ranges from 0
to L, which is the number of iterations or layers. The vertex
embeddings f0(v) are fixed and the embeddings fi+1(v) for
all v are computed from the fi embeddings as:

fi+1(v) := combi(fi(v), aggi({{fi(w)|w2NG(v)}})) (15)

where NG(v) is the set of neighbors for vertex v in G, and
{{. . .}} denotes a multiset. This iteration is usually seen as an
exchange of messages among neighbor nodes in the graph.
Aggregation functions aggi like max, sum, or smooth-max,
map arbitrary collections of real vectors of dimension k into
a single Rk vector. The combination functions combi map
pairs of Rk vectors into a single Rk vector. The embeddings
fL(v) in the last layer are aggregated and mapped into an
output by means of a readout function. All the functions are
parametrized with weights that are learnable. By design, the
function computed by a GNN is invariant with respect to
graph isomorphisms, and once a GNN is trained, its output
is well defined for graphs G of any size.

5.2 GNNs for Relational Structures
States s in planning do not represent graphs, but more gen-
eral relational structures. These structures are defined by
a set of objects, a set of domain predicates, and the atoms
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GNN-Based General Policies

• Parametric policy: when at state s, for each successor s′:

. Run net to obtain object embeddings for s and s′

. “Stack” emb., MLP, sum-aggregate, and another MLP to get (s, s′) logit

. Softmax policy: choose edge (s, s′) that maximizes

exp
(
f(s, s′)

)∑
s′′∈Succ exp

(
f(s, s′′)

)
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Results for Actor-Critic Algorithms

Stochastic Policy Deterministic Policy Validation

Domain (#) Coverage (%) L PQ = PL / OL (#) Coverage (%) L PQ = PL / OL (#) V⇡⇤ V⇡

Standard Actor-Critic

Blocks (23) 23 (100 %) 810 1.00 = 478 / 476 (16) 23 (100 %) 810 1.00 = 478 / 476 (16) 18.60 18.60
Blocks-multiple (26) 26 (100 %) 898 1.00 = 450 / 448 (16) 26 (100 %) 898 1.00 = 450 / 448 (16) 17.57 17.57
Delivery (24) 21 (88 %) 591 1.01 = 544 / 540 (20) 23 (96 %) 701 1.02 = 596 / 586 (21) 16.23 34.46
Grid (14) 5 (36 %) 43 1.00 = 43 / 43 (5) 10 (71 %) 516 2.68 = 356 / 133 (9) 18.13 668.28
Gripper (20) 17 (85 %) 5 031 1.00 = 176 / 176 (4) 16 (80 %) 1 312 1.00 = 176 / 176 (4) 14.89 14.89
Logistics (22) 3 (14 %) 33 1.10 = 33 / 30 (3) 17 (77 %) 37 667 77.4 = 23 839 / 308 (15) 9.04 636.43
Miconic (30) 29 (97 %) 1 438 1.00 = 185 / 185 (10) 29 (97 %) 1 438 1.00 = 185 / 185 (10) 6.42 6.42
Reward (15) 13 (87 %) 2 953 2.38 = 1 328 / 558 (7) 6 (40 %) 655 1.24 = 362 / 292 (4) 22.15 120.34
Spanner (22) 18 (82 %) 682 1.11 = 218 / 197 (7) 18 (82 %) 678 1.11 = 218 / 197 (7) 130.74 130.82
Visitall (24) 24 (100 %) 1 083 1.23 = 762 / 621 (20) 24 (100 %) 1 032 1.12 = 696 / 621 (20) 4.36 4.39

Total (220) 179 (81 %) 13 562 - 192 (87 %) 45 707 - - -

All-Actions Actor-Critic

Blocks (23) 23 (100 %) 806 1.00 = 476 / 476 (16) 23 (100 %) 806 1.00 = 476 / 476 (16) 18.60 18.60
Blocks-multiple (26) 26 (100 %) 902 1.00 = 450 / 448 (16) 26 (100 %) 902 1.00 = 450 / 448 (16) 17.57 17.57
Delivery (24) 23 (96 %) 691 1.00 = 586 / 586 (21) 24 (100 %) 757 1.03 = 652 / 632 (22) 16.23 16.23
Grid (14) 6 (43 %) 71 1.00 = 71 / 71 (6) 11 (79 %) 292 1.50 = 248 / 165 (10) 18.13 84.21
Gripper (20) 20 (100 %) 1 840 1.00 = 176 / 176 (4) 20 (100 %) 1 840 1.00 = 176 / 176 (4) 14.89 14.89
Logistics (22) 0 (0 %) - - 8 (36 %) 7 981 63.8 = 7 981 / 125 (8) 9.04 511.76
Miconic (30) 30 (100 %) 1 527 1.00 = 185 / 185 (10) 30 (100 %) 1 527 1.00 = 185 / 185 (10) 6.42 6.42
Reward (15) 7 (47 %) 2 493 1.29 = 442 / 342 (4) 12 (80 %) 1 464 1.21 = 582 / 481 (6) 22.15 167.25
Spanner (22) 15 (68 %) 552 1.10 = 149 / 135 (5) 15 (68 %) 552 1.10 = 149 / 135 (5) 130.74 130.81
Visitall (24) 23 (96 %) 5 670 7.05 = 3 934 / 558 (19) 24 (100 %) 971 1.08 = 671 / 621 (20) 4.36 4.40

Total (220) 173 (79 %) 14 552 - 193 (88 %) 17 092 - - -

Table 1: Performance of learned policies. The top subtable displays the results obtained from using standard update rules for Actor-Critic,
while the middle and bottom subtables display the results obtained from using all-actions update rules for Actor-Critic, where the critic is
either a neural network or a table, respectively. The learned policies were tested as both stochastic policies and deterministic policies. In the
former, a transition is selected with the probability given by the policy, while in the latter, the most likely transition is always selected and the
set of visited states is tracked to prevent cycles. The domains are shown on the left along with the number of instances in the test set. The
coverage refers to the number of solved problems, and each policy was given a maximum of 10.000 steps to reach a goal state. L represents
the sum of the solution lengths over the test instances solved by the learned policy. PQ is a measure of overall plan quality given by the ratio
of the sum of the plan lengths found by the learned policy and the optimal policy, which was determined with the help of Fast-Downward
(FD). The number within parenthesis represents the number of instances FD was able to solve within our time and memory constraints. The
columns V⇡⇤ and V⇡ display the average value over the states in the validation set for the optimal policy and the learned policy, respectively,
determined by policy evaluation using the stochastic policies.

cies and there are no privileged initial states, this alterna-
tive strategy was found to be detrimental to performance,
as shown in Figure 1, and also in vanilla and tuned im-
plementations of PPO that we tried (Schulman et al. 2017;
Raffin et al. 2021). Sampling state transitions from a buffer
of stored experiences is common in the so-called expe-
rience replay and off-policy methods (Mnih et al. 2015;
Fujimoto, Hoof, and Meger 2018; Haarnoja et al. 2018).

Identifying and Overcoming Limitations Four domains,
namely Grid, Logistics, Reward, and Spanner, were not
solved nearly perfectly in any mode. Interestingly, failures
can be more instructive than successes, and this is no ex-
ception. Below, we analyze the causes of these failures and
the ways to address them. Methodologically, this is impor-
tant, as the first instinct when an RL algorithm fails is to
try a different one. This may improve the numbers, but in
this case, as we will see, these changes will not be sufficient

or necessary. We will demonstrate how to achieve perfect
coverage in these domains by sticking to our basic RL algo-
rithms. The limitations do not stem from RL algorithms, but
from logical and complexity considerations.

The performance in these four domains results is af-
fected by the limited expressivity of GNNs and the opti-
mality/generality tradeoff (Ståhlberg, Bonet, and Geffner
2022b). GNNs can capture the features that can be expressed
in the two-variable fragment of first-order logic with count-
ing, C2, but not those in larger fragments like C3 (Barceló
et al. 2020; Grohe 2021), that are needed in Grid and Logis-
tics. In addition, the number of layers L in the GNN puts a
limit on the lengths of the distances that can be computed;
a problem that surfaces in the Reward domain, where the
learned “agent”cannot move to the closest reward because it
is just too far away. The optimality/generalization tradeoff
arises in domains like Logistics and Grid that admit compact
general policies but no compact policies that are optimal, be-
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Grid Navigation with Decoupled Coordinates

• Navigation in grid with obstacles. Decoupled coordinates: cell(x, y) and
blocked(x, y), position with at(x, y), and adj(i, i+ 1) along dimensions

• For computing goal distances (eg V ∗), cells (x, y) must “communicate” with
neighbors (x, y′) and (x′, y). In the plain R-GNN, there must be atoms involving
{x, y, y′} (similarly, {x, x′, y}). No such atoms exist
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k-Dimensional WL

• Coloring for k-tuples of vertices rather than single vertices

• For G= (V,E) and tuple 〈v〉 ∈V k, coloring Ci+1(〈v〉):

Ci+1(〈v〉) = Relabel
(
Ci(〈v〉),Mi(〈v〉)

)
where Mi(〈v〉) is the multiset of colored tuples

Mi(〈v〉) = {{Ci(φ1(〈v〉, w)), . . . , Ci(φk(〈v〉, w)) | w∈V }}

function φj(〈v〉, w) replaces j-th component of 〈v〉 with w

• Logical characterization with logic Ck (at most k vars, and counting quant.)

• Coloring computed in O(|V |k) time

• Expressivity increases with k: k= 2 is significant jump over k= 1; e.g.

(R ./ S)(x, y) ≡ ∃z
[
R(x, z) ∧ S(z, y)

]
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Parametric Extended R-GNN[t] [Stahlberg et al., 2025]

• Built on top of R-GNN architecture: R-GNN[t](S,O) = R-GNN(At(S), O2)

. t is non-negative integer parameter: as t→∞ expressivity approaches 2-WL

. At(S) = A0(S) ∪∆t(S) transforms and extend atoms in S

A0(S) = {p(〈w〉2) | p(w)∈S}
∆t(S) = {∆(〈o, o′〉, 〈o′, o′′〉, 〈o, o′′〉) | 〈o, o′〉, 〈o′, o′′〉 ∈Rt}

〈w〉2 = 〈(o1, o1), (o1, o2), . . . , (on, on)〉 for 〈w〉= 〈o1, . . . , on〉

where relation Rt is given by

〈o, o′〉 ∈Rt iff

{
o and o′ are both in some atom in S t= 1

∃o′′
[
{〈o, o′′〉, 〈o′′, o′〉}⊆Rt−1

]
t> 1

. Final readout V (S) =
∑

o f(〈o, o〉)

• Controlled and relational version of 2-WL:

. Embeddings for object pairs by replacing atoms in S with A0(S)

. Messages among pairs mediated by new ∆ atoms (and MLP∆)

. t controls number of ∆-atoms via depth of compositions
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Results

Plan Length

Domain Model Coverage (%) Total Median Mean

Blocks-s R-GNN 17 / 17 (100 %) 674 38 39

R-GNN[0] 17 / 17 (100 %) 670 36 39

R-GNN[1] 17 / 17 (100 %) 684 36 40

R-GNN2 14 / 17 (82 %) 922 35 65

Blocks-m R-GNN 22 / 22 (100 %) 868 40 39

R-GNN[0] 22 / 22 (100 %) 830 39 37

R-GNN[1] 22 / 22 (100 %) 834 39 37

R-GNN2 22 / 22 (100 %) 936 39 42

Gripper R-GNN 18 / 18 (100 %) 4,800 231 266

R-GNN[0] 18 / 18 (100 %) 1,764 98 98

) R-GNN[1] 11 / 18 (61 %) 847 77 77

R-GNN2 18 / 18 (100 %) 1,764 98 98

Miconic R-GNN 20 / 20 (100 %) 1,342 67 67

R-GNN[0] 20 / 20 (100 %) 1,566 71 78

R-GNN[1] 20 / 20 (100 %) 2,576 71 128

R-GNN2 20 / 20 (100 %) 1,342 67 67

Visitall R-GNN 18 / 22 (82 %) 636 29 35

R-GNN[0] 21 / 22 (95 %) 1,128 35 53

R-GNN[1] 22 / 22 (100 %) 886 35 40

R-GNN2 20 / 22 (91 %) 739 33 36

Plan Length

Domain Model Coverage (%) Total Median Mean

Grid ) R-GNN 9 / 20 (45 %) 109 11 12

) R-GNN[0] 12 / 20 (60 %) 177 11 14

R-GNN[1] 15 / 20 (75 %) 209 13 13

R-GNN2 10 / 20 (50 %) 124 11.5 12

Logistics) R-GNN 10 / 20 (50 %) 510 51 51

) R-GNN[0] 9 / 20 (45 %) 439 48 48

R-GNN[1] 20 / 20 (100 %) 1,057 52 52

) R-GNN2 15 / 20 (75 %) 799 52 53

Rovers ) R-GNN 9 / 20 (45 %) 2,599 280 288

R-GNN[0] 14 / 20 (70 %) 2,418 153 172

R-GNN[1] 14 / 20 (70 %) 1,654 55 118

) R-GNN2 11 / 20 (55 %) 2,225 239 202

Vacuum R-GNN 20 / 20 (100 %) 4,317 141 215

R-GNN[0] 20 / 20 (100 %) 183 9 9

R-GNN[1] 20 / 20 (100 %) 192 9 9

R-GNN2 20 / 20 (100 %) 226 9 11

Visitall-xy R-GNN 5 / 20 (25 %) 893 166 178

R-GNN[0] 15 / 20 (75 %) 1,461 84 97

R-GNN[1] 20 / 20 (100 %) 1,829 83 91

R-GNN2 19 / 20 (95 %) 2,428 116 127

• R-GNN2: all atoms ∆(〈o, o′〉, 〈o′, o′′〉, 〈o, o′′〉)
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Learning STRIPS Models



STRIPS Models

• In all case before, we need the domain’s (STRIPS) model:

. Symbolic: model seeds the feature pool that make up the state abstraction

. Neural: input to relational net is symbolic state made of gounded atoms

• Task: basically, to learn the lifted action schemas. This may include learning the
involved predicates

• Diffrent approaches for learning models from traces s0, a0, s1, a1, . . ., depending
on the information contained in traces:

. Full states + full labels: too much, learning problem is trivial!

. Full states + partial labels: predicates and objects given, still non-trivial

. No states + full labels: objects given, must learn predicates and schemas

. No states + partial labels: most difficult, no objects, predicates, or schemas
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SIFT: No States + Full Labels (Symbolic Approach)

• Recent and efficient learning approach by [Gösgens et al., 2025]

• (Action) traces of form τ = a0, a1, . . . where ai = label(o1, o2, . . . , om)

. Each trace associated with implicit states τ0, τ1, . . ., but no assumption about them

. Additional information about state equality (inter-trace and intra-trace) may be provided

• Dual representation:

. (Standard) action-first: action a(x1, . . . , xm) comes with Pre(a), Add(a) and Del(a)

. Atom-first: atom p(x1, . . . , xk) comes with list of actions that “refer to it”

• Examples:

. Gripper: (at ?obj ?room)

– Prec: pick(?obj, ?room, ?gripper)

– Added: drop(?obj, ?room, ?gripper)

– Removed: pick(?obj, ?room, ?gripper)

. Blocks3ops: (on ?x ?y)

– Prec: unstack(?x, ?y), move(?x, ?y, ?z)

– Added: stack(?x, ?y), move(?x, ?z, ?y)

– Removed: unstack(?x, ?y), move(?x, ?y, ?z)
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Action Patterns and Features

• Feature is pair f = (k,B) where k > 0 and B is set of “patterns” label(i1, . . . , ik)
such that 1 ≤ ij ≤ arity(label) for j = 1, 2, . . . , k

. Gripper: (1, {move(1),move(2)}), (2, {pick(1, 2), drop(1, 2)}), . . .

. Blocks3ops: (2, {stack(1, 2), unstack(1, 2),move(1, 2),move(1, 3)})

Feature represents assumption about domain: it contains predicate f of arity k

• Signed feature is feature f̄ = (k,B) where patterns in B are positive or negative

. Positive pattern a(i1, . . . , ik) means action a(o1, . . . , om) adds f(oi1, . . . , oik)

. Negative pattern a(i1, . . . , ik) means action a(o1, . . . , om) removes f(oi1, . . . , oik)

• Signed feature f̄ = (k,B) is consistent in τ = 〈a`〉`:
. If ai, aj are consecutive occurrences of patterns in B, they have opposite signs

• Signed feature f̄ = (k,B) is consistent in τ = 〈a`〉` and τ ′ = 〈b`〉`:
. If ai, bj are final occurences before τk and τ ′

k′ with τk = τ ′
k′, they have equal signs

. If ai, bj are first occurences after τk and τ ′
k′ with τk = τ ′

k′, they have equal signs
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Learning in SIFT

• Input traces fix vocabulary (schemas + arities) which implies finite features

• Learning: find maximal set of signed features consistent with input traces

. Crucial: features do not interact!

• Theorem. Finding (and deciding) consistent assignment of signs to given feature
can be done in linear time (2-CNF)

• Learning algorithm:

Input: set T of traces possibly augmented with state equalities

Output: maximal set F (T ) of signed features consistent with T and state equalities

1: F (T ) := ∅
2: for each feature f = (k,B) do
3: if there is consistent signed f̄ then
4: F (T ) := F (T ) ∪ {f̄}
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From Consistent Signed Features to STRIPS Model

• Each consistent signed feature f̄ = (k,B) becomes predicate of arity k

• Consider f̄ = (k,B), trace τ = 〈s`〉` in T , and action grounding:

Af,τ(o) = {ai(o′) ∈ τ | a[t] ∈ B, o= t[o′]}

• Assume hidden domain is well-formed (ie. each effect changes state):

. If pattern ai(o
′) ∈ Af,τ(o) is positive, then say si 0 f(o)

. If pattern ai(o
′)∈Af,τ(o) is negative, then say si ` f(o)

• Learned domain DT with lifted actions a(x) as in traces, and predicates f(x) as
in signed features f̄ = (k,B) in F (T ):

. Effects f(t[x]) of a(x) given by sign of pattern a[t] in B

. Precondition f(t[x]) for a(x) iff ∀(τ ∈T )
[
ai(o

′) ∈ τ =⇒ si ` f(t[o′])
]

. Similar for negative preconditions

• Static predicates cannot be inferred; for them need negative traces
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SIFT Results

Full Graphs Partial Graphs Traces
Domain #O #P #F #Fa #E Time Verif #Fa #E Time Verif #Fa #E Time Verif

blocks3 6 3 1220 5.0 21300 51 s 100% 5.0 81 28 s 100% 5.0 65 29 s 100%
blocks4 7 5 93 9.0 186578 587 s 100% 9.0 86 17 s 100% 9.0 85 17 s 100%
delivery 13 3 62 5.0 57888 183 s 100% 5.0 601 105 s 100% 5.0 350 100 s 100%
driverlog 11 4 560 13.0 63720 700 s 100% 13.0 1201 777 s 100% 13.0 350 683 s 100%
ferry 10 4 31 4.0 156250 347 s 100% 4.0 251 31 s 100% 4.0 170 24 s 100%
grid 14 6 290 7.0 99863 546 s 100% 7.0 10001 37 s 100% 29.7 10000 36 s 0%
grid lock 14 6 1042 7.0 152040 1678 s 100% 7.0 500 123 s 100% 7.0 800 117 s 100%
gripper 12 4 43 6.0 95680 212 s 100% 6.0 230 64 s 100% 6.0 250 306 s 100%
hanoi 12 2 134 4.0 59046 2164 s 100% 4.0 50 25 s 100% 4.0 25 24 s 100%
logistics 18 2 212 7.0 648648 12866 s 100% 7.0 5003 1403 s 100% 7.0 350 1304 s 100%
miconic 10 3 99 8.0 127008 376 s 100% 8.0 46 33 s 100% 8.0 60 36 s 100%
npuzzle 14 2 912 26.0 483840 11598 s 100% 26.0 130 312 s 100% 26.0 200 311 s 100%
sokoban 16 2 352 3.0 26834 231 s 100% 3.0 10002 195 s 100% 126.2 10000 220 s 4%
sokoban pull 16 2 20740 3.0 66328 401 s 100% 3.0 300 77 s 100% 3.0 300 123 s 100%

Table 1: Results table. For each domain: number of objects #O in training instance, number of non-static predicates #P ,
number of features to test #F , and for each input (full and partial graphs, plain traces): avg. number of admissible features
#Fa, avg. number of edges in input graphs #E (trace length for traces), avg. total time (data generation, learning, verification),
and ratio of successful verification tests (Verif). Averages over 25 runs except for full graphs (not sampled)

generated from one or more instances of a hidden domain
D, a domain DT is learned, and DT is verified over traces
T ′ from larger domain instances. The experiments have
been run on two types of Intel(R) Xeon(R) nodes: Platinum
8352M CPU, running at 2.30GHz, and Gold 6330 CPU, run-
ning at 2.00GHz, using 22 cores per experiment. The code
and the data is to be made publicly available.

Domains: include Blocks with 3 and 4 operators, Delivery,
Driverlog, Grid, Ferry, Gripper, Hanoi, Logistics, Miconic,
Sliding n-puzzle, Sokoban. These are all standard domains,
some of which have been used in prior work on lifted model
learning. Grid-Lock and Sokoban-Pull are variations of Grid
and Sokoban, each one adding one action schema to make
the resulting domains dead-end free (an extra lock action
in Grid, and a pull-action in Sokoban). Dead-ends present
a problem for data generation from traces, as most random
traces end up being trapped in parts of the state space, failing
to reach other parts.

Training Data: For each domain, the training data (traces) is
obtained from a single large instance P with approximately
100k edges. This size is used to determine the number of
objects in the instance P used to generate the data, except
for Logistics that required more data. The (plain) traces are
sampled using two parameters: the number of traces n, and
their length L (number of actions). The first trace is sampled
from the initial state s0, while the rest are sampled start-
ing in a state s that is reached from s0 in m random steps,
2L → m → 5L. The number n of traces has been set to 5,
and the length of the traces have been set roughly to the min-
imum lengths L needed so that 5 random traces of length
L result in learned domains with 100% validation success
rates (as explained below). In some domains, the length L
required involves tens of actions, in others, a few hundred.
These are all plain traces with no state equalities. A sec-
ond type of training input is considered for reference which

uses full state graphs G(P ) as in (Bonet and Geffner 2020).
This input corresponds to traces augmented with state equal-
ities. The SAT approach can deal with graphs with a few
hundred states; as we will see, SIFT can deal with hundreds
of thousands, without making assumptions that the graph is
complete or that different nodes represent different states.
Indeed, a third type of training input is considered as well
which is given by a subgraph of G(P ). For this, a breadth
first search is done in P from the initial state and a few other
sampled states until a number of states and edges are gen-
erated that yield 100% validation success rates. The differ-
ence with the plain traces, is that these are extended traces
(state equalities) sampled in “breadth” and not in “depth”.
The number of sampled initial states is 5 except for Deliv-
ery, Driverlog, and Logistics that required more data (resp.
10, 30, and 20 samples). In Grid and Sokoban, a single large
sample drawn from the initial state of P was used instead,
because samples from deeper states fail to reach many other
states, as mentioned above.

Validation and Verification: For testing validity and gen-
eralization, we consider hidden instances P ′ = 〈D, I ′〉 that
are larger than the instances P = 〈D, I〉 used in training,
and use the methods above for obtaining a set of traces and
of extended traces (partial state graphs) T ′ from P ′. For
checking if these sets of validation and test traces is com-
patible with the learned domain DT , we check if there is a
node in the input where an action a(o) is done in T ′ such
that a precondition f(o′) of a(o) in DT is found to be false
in n. If there is no such node, then T ′ is regarded as being
compatible with DT . The reason that we cannot demand the
preconditions of a(o) to be true rather than being “not false”,
is that the information in a trace is incomplete. We also test
if sequences of actions that are not applicable in P ′ are not
applicable in the learned domain DT either. For doing this in
a sound manner, if τ is trace from P ′ that involves an action
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Black-Box States and Action Labels Only

• [B. & Geffner, 2020; Rodriguez et al, 2021] (SAT; ASP, noisy + inc. graphs)

• No information about objects, states or action arguments

• Input is transition graph with opaque vertices and labels only carry action name
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Learning Formulation

• Task: Find STRIPS model + instance data (objects + initial state) such that
input graph(s) isomorphic to model graph(s)

• Two-level combinatorial search:

. Parameter space: bound on # objects, predicates, precs, effects, and arities

. Model space: search model with given bounds that yields isomorphic graphs

• Solution reveals:

. Model: lifted predicates and actions (including static preconditions)

. Objects and denotations for states in input graph(s)

. Existent and non-existent transitions (edges) are explicated by model

• Hanoi input yields following model that works for any number of disks and pegs:

MoveDisk(disk, to, from):
Static: NEQ(disk, to), NEQ(disk, from), NEQ(to, from), -BIGGER(disk, to)
Prec: -p(to, disk), -p(from, from), p(disk, disk), p(to, to), p(from, disk)
Effect: -p(to, to), -p(from, disk), p(to, disk), p(from, from)

p(x, y) denotes on(x, y) when x 6= y; else clear(x)
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Example for Gripper

Learned model that is correct for any # rooms, balls, and grippers:

Move(x, to, from):
Static: NEQ(x, from), NEQ(to, from), -B1(x, to), -B2(x, x), B1(from, x)
Prec: -Nat(from), Nat(x), Nat(to)
Effect: -Nat(to), Nat(from)

Drop(gripper, ball, room):
Static: NEQ(gripper, room), -B2(room, ball), B1(gripper, gripper)
Prec: -Nat(room), -at-hold(room, ball), Nfree(gripper), at-hold(gripper, ball)
Effect: -Nfree(gripper), -at-hold(gripper, ball), at-hold(room, ball)

Pick(gripper, room, ball):
Static: NEQ(gripper, room), -B2(room, ball), B1(gripper, gripper)
Prec: -Nat(room), -Nfree(gripper), -at-hold(gripper, ball), at-hold(room, ball)
Effect: -at-hold(room, ball), Nfree(gripper), at-hold(gripper, ball)

. at-hold(x, ball) is at(x, ball) if x is room, and hold(x, ball) if x is gripper

. Static B1(x1, x2) encodes x1 is gripper if x1 = x2, or x1 and x2 are rooms otherwise

. B2(x1, x2) encodes pairs (x1, x2) that are not a room and a ball
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Glimpse at ASP Formulation

% Constants

#const max_predicates =5.

#const max_effects =6. % for each action

#const max_precs =6. % for each action

% Actions, predicates and objects

action(L) :- LABEL(E,L). { a_arity(A ,1..3) } = 1 :- action(A).

pred (1.. max_predicates). { p_arity(P ,1..2) } = 1 :- pred(P).

object (1.. num_objects). % num objects is set by command line

% Tuples of variables for lifted precs and effects

argtuple ((V1, ) ,1) :- V1 =1..3.

argtuple ((V1,V2) ,2) :- V1=1..3 , V2 =1..3.

% Generate lifted order precs and effects

{ prec(A,(P,T) ,0..1): p_arity(P,AR), argtuple(T,AR) } max_precs :- action(A).

1 { eff(A,(P,T) ,0..1): p_arity(P,AR), argtuple(T,AR) } max_effects :- action(A).

% Check that variables mentioned in precs and effects are action arguments

:- eff(A,(_,(V, )),_), a_arity(A,ARITY), ARITY < V.

:- eff(A,(_,(V,_)),_), a_arity(A,ARITY), ARITY < V.

:- eff(A,(_,(_,V)),_), a_arity(A,ARITY), ARITY < V.

:- prec(A,(_,(V, )),_), a_arity(A,ARITY), ARITY < V.

...

% Tuples of objects for grounding atoms, precs and effects

objtuple ((O1, ) ,1) :- object(O1).

objtuple ((O1,O2 ) ,2) :- object(O1), object(O2).

objtuple ((O1,O2,O3) ,3) :- object(O1), object(O2), object(O3).
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% Generation of STRIPS state for every node

{ val((P,O),N ,0..1) } = 1 :- p_arity(P,ARITY), objtuple(O,ARITY), NODE(N).

% Check nodes correspondence (different nodes are different states)

:- NODE(N1), NODE(N2), N1 < N2 , val((P,T),N2 ,V) : val((P,T),N1 ,V).

% Map tuples of variables and objects to tuples of objects

map((1,) ,(O1 ,) ,(O1 ,) ) :- objtuple ((O1 ,) ,1).

map((1,) ,(O1 ,O2) ,(O1 ,) ) :- objtuple ((O1 ,O2) ,2).

...

map((3,2) ,(O1 ,O2 ,O3),(O3 ,O2)) :- objtuple ((O1 ,O2 ,O3) ,3).

map((3,3) ,(O1 ,O2 ,O3),(O3 ,O3)) :- objtuple ((O1 ,O2 ,O3) ,3).

% Ground action A(OO1) is applicable in node N

appl(A,OO1 ,N) :- action(A), a_arity(A,ARITY), objtuple(OO1 ,ARITY), NODE(N),

val((P,OO2),N,V) : prec(A,(P,T),V), map(T,OO1 ,OO2).

% Check edges correspondence

{ next(A,OO ,N1 ,N2) : LABEL((N1 ,N2),A) } = 1 :- appl(A,OO ,N1).

:- LABEL((N1 ,N2),A), { next(A,OO ,N1 ,N2) } != 1.

% Check nodes correspondence (effects and inertia)

caused(N1,N2 ,(P,OO2)) :- eff(A,(P,T),V), next(A,OO1 ,N1,N2), map(T,OO1 ,OO2).

:- eff(A,(P,T),V), next(A,OO1 ,N1 ,N2), map(T,OO1 ,OO2), val((P,OO2),N2 ,1-V).

:- LABEL((N1 ,N2),_), val(K,N1 ,V), val(K,N2 ,1-V), not caused(N1 ,N2 ,K).
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Results on Complete and Noise-Free Graphs

Time to find model

Domain #obj #mod First Best Ver Opt

blocks1-3 3 8 35.08 93.85 7 3
blocks1-4 4 0 — — — —
blocks2-3 3 15 3.86 10.84 7 3
blocks2-4 4 26 550.1 2,564.2 3 3
grid-v0-3x4 2 13 2.9 13.9 3 3
grid-v0-3x4 3 14 5.5 23.1 3 3
grid-v0-3x4 4 20 3.2 24.1 3 3
grid-v1-3x4 3 13 1.0 105.2 3 3
grid-v1-3x4 4 12 1.2 12.4 3 3
gripper-2 4 37 356.3 7,200.0 3 7
gripper-3 4 1 6,540.2 7,200.0 3 7
hanoi-3x3 6 6 664.9 7,200.1 3 7

Columns show instance name, number of objects found, times for first and best solution found, and

whether best solution verified and was shown optimal. Column ‘#mod’ is number of models found

in way to best model. Times are in seconds.
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Results on Incomplete and Noisy Graphs

Domain #obj p n v opt

blocks2-4 4 20 10 10 3
blocks2-4 4 60 10 9 1
blocks2-4 4 100 10 10 0

grid-v0-3x4 4 20 10 0 10
grid-v0-3x4 4 60 10 10 10
grid-v0-3x4 4 100 10 10 10

grid-v1-3x4 4 20 10 2 10
grid-v1-3x4 4 60 10 9 10
grid-v1-3x4 4 100 10 9 10

gripper-2 4 20 10 0 9
gripper-2 4 60 10 4 0
gripper-2 4 100 10 6 0

gripper-3 4 20 2 1 0
gripper-3 4 60 1 0 0
gripper-3 4 100 1 1 0

hanoi-3x3 6 20 10 0 5
hanoi-3x3 6 60 10 10 0
hanoi-3x3 6 100 9 9 0

Domain #obj q n v opt

blocks2-4 4 20 2 2 0
blocks2-4 4 60 9 6 0
blocks2-4 4 100 10 10 0

grid-v0-3x4 4 20 10 10 10
grid-v0-3x4 4 60 10 10 10
grid-v0-3x4 4 100 10 10 10

grid-v1-3x4 4 20 10 6 10
grid-v1-3x4 4 60 10 5 10
grid-v1-3x4 4 100 10 9 10

gripper-2 4 20 10 5 0
gripper-2 4 60 10 7 0
gripper-2 4 100 10 6 0

gripper-3 4 20 0 0 0
gripper-3 4 60 0 0 0
gripper-3 4 100 1 1 0

hanoi-3x3 6 20 0 0 0
hanoi-3x3 6 60 6 6 0
hanoi-3x3 6 100 9 9 0

Partial graphs Noisy graphs

Column p is percentage of sample edges in 10 runs, q is percentage of edges that are not noisy in

10 runs, n how many solutions were found in those runs, v how many of them verify, and opt how

many were proved optimal.
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Neural Learning of Propositional STRIPS

• Transformer-based learning of propositional models [Núñez-Molina et al., 2026]

• Focus is propositional rather than lifted STRIPS

• Two architectures: STRIPS transformer and Stick-Breaking (SB) transformer

• Learn from applicable (positive) and non-applicable (negative) action traces

• Experiments show both architectures generalize compositionally over long horizons
and support planning using off-the-shelf planners
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Transformers [Vaswani et al., 2017]

• Sequence-to-sequence (seq2seq) computation

• Based on self-attention (orignally, scaled dot-product self-attention) to process sequences in

parallel and enable long-range dependencies between tokens
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ŷ

N×

. Encoder-Decoder: P (y1 . . . yN | input) =
∏
i P (yi | y≤i, input)

. Decoder-Only: P (y1 . . . yN) =
∏
i P (yi|y≤i)

Blai Bonet. Learning for (Generalized) Planning. ICAPS Summer School. Dublin, Ireland. 2026 76



Attention

• Scaled dot-product attention: sequence z1 . . . zN ; head (Q,K, V ); token i

. αij = Softmax
(

score(i,j)√
d

)
where score(i, j) = q>i kj, qi= zi ·Q and kj = zj ·K

. attention(i) =
∑
j≤iαijvj where vj = zj · V , αij ≥ 0 and

∑
j≤iαij = 1

• Stick-breaking attention:

. αij =βij
∏i
k=j+1(1− βik) where βij = sigmoid(q>i kj) (break-point prob.)
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Attention

• Scaled dot-product attention: sequence z1 . . . zN ; head (Q,K, V ); token i
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Multi-Head Attention
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Learning Task

• For propositional STRIPS model M = (F,A) and trace τ = (a0, a1, . . . , an−1):

. Trace τ is positive iff for each i = 0, . . . , n− 1 and precondition p of ai:

– last action before ai that affects p makes p true, or

– no action before ai affects p

. Trace τ is negative iff it is not positive

• Boolean function fM maps traces τ into {0, 1} whether negative or positive

• Learning task: Given set T of positive and negative traces from hidden domain
M = (F,A), learn Boolean function f such that f(τ) = fM(τ) for τ ∈T
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Stick-Breaking Transformer

• Stick-breaking transformer consists of:

. Learned action tokens (embeddings)

. L layers with H attention heads per layer. Each implements stick-breaking attention with

strict future masking, followed by additional transformations

. Final linear layer with sigmoid activation

• Setup actions:

. Action init-false: sets all atoms to false

. Action init-p: sets p to true

. Action test-p: does nothing but has precondition p

. Traces in training extended with prefix and suffix of setup actions

. SB transformer trained to predict applicability of domain and setup actions

. Loss L(θ) = 1
|T |
∑

τ ∈T
1
|τ |
∑

0≤ i < |τ | `(yθ(i), zi) where yθ(i) is the output for sequence

τ≤i, zi∈{0, 1} is label, and ` is “focal loss”:

`(y, z) = −αz(1− y)
γ

log y − (1−α)(1− z)yγ log(1− y)

variant of binary cross-entropy with parameters α∈ [0, 1] (relative importance of posi-

tive/negative examples) and γ≥ 0 (reduces contribution of well-classified examples, focusing

learning on harder cases); values α= 0.999 and γ= 1
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Results

Blocksworld

Model Train Test Plan (MS) Plan (ML)

SB 1.0 (1.0) .998 (.999) 1.0 (1.0) 1.0 (1.0)
Sinusoidal .994 (.998) .237 (.250) 1.0 (1.0) .00 (.00)
RoPE .998 (.999) .363 (.377) 1.0 (1.0) .00 (.00)

Ferry

Model Train Test Plan (MS) Plan (ML)

SB 1.0 (1.0) .999 (.998) 1.0 (1.0) 1.0 (1.0)
Sinusoidal .999 (.999) .258 (.258) 1.0 (1.0) .00 (.00)
RoPE 1.0 (1.0) .530 (.541) 1.0 (1.0) .25 (.04)

Npuzzle

Model Train Test Plan (MS) Plan (ML)

SB 1.0 (1.0) .997 (.997) 1.0 (1.0) 1.0 (1.0)
Sinusoidal .999 (.999) .253 (.253) 1.0 (1.0) .01 (.01)
RoPE .998 (.999) .402 (.445) 1.0 (1.0) .02 (.03)

Maze

Model Train Test Plan (MS) Plan (ML)

SB 1.0 (1.0) .958 (.967) .98 (.98) .93 (.93)
Sinusoidal 1.0 (1.0) .510 (.506) .98 (.98) .00 (.00)
RoPE 1.0 (1.0) .578 (.562) .98 (.98) .00 (.00)

Logistics

Model Train Test Plan (MS) Plan (ML)

SB 1.0 (1.0) .987 (.993) 1.0 (1.0) 1.0 (1.0)
Sinusoidal .999 (1.0) .281 (.284) 1.0 (1.0) .00 (.00)
RoPE .999 (.999) .412 (.402) 1.0 (1.0) .32 (.06)

Table 1: Comparison of next-token prediction accuracy and plan-
ning accuracy using extracted STRIPS models. We report results
for each domain using the large problem size and the init-atoms
encoding. MS and ML denote models extracted from short train-
ing traces and longer test traces, respectively. While the SB Trans-
former achieves near-perfect performance across all metrics, base-
line models exhibit poor length generalization in both prediction
and symbolic extraction from long traces. Notably, in all three
cases, a symbolic model extracted from the trained transformer us-
ing short traces (MS) is able to plan with perfect accuracy.

• RoPE: A transformer using Rotary Position Embed-
dings (Su et al. 2024). This model encodes rela-
tive token dependencies via rotation matrices, which
has been shown to enhance generalization on long se-
quences (Spies et al. 2025).

Planning domains. We consider five domains, each with
two problem sizes: small instances (|F | < 50 atoms) and
large instances (50 < |F | < 100). We set the number of
attention heads for the STRIPS Transformer to H = 50 and
H = 100 respectively, ensuring H → |F | without requiring
prior knowledge about the exact number of atoms. Within
each size, problems share the same objects and static atoms.

• blocksworld: Reassembling stackable blocks
with a gripper. We use two grounded versions:
blocksworld-5b and blocksworld-8b, contain-

ing five and eight blocks, respectively.

• ferry: Transporting cars between ports with a ferry.
ferry-5c uses five cars and five ports; ferry-8c uses
eight cars and seven ports.

• npuzzle: Sliding numbered tiles to goal positions.
npuzzle-5t uses five tiles; npuzzle-8t uses eight.

• maze: Grid maze traversal with a free predicate for
traversable cells. maze-5x5 is 5↑5; maze-7x7 is 7↑7.

• logistics: Package delivery via trucks and airplanes.
logistics-3c contains three cities and two packages;
logistics-5c contains five cities and four packages.
For both sizes, problems contain a single airplane, and
each city contains an airport, a location and a truck.

Data generation. For each domain and size, we randomly
generate training, test, and planning problems. Under init-
state encoding, initial states are sampled from a predefined
set SI . Under init-atoms encoding, problems do not share
initial states. Training and test problems are used to generate
corresponding action traces. We generate 105 training traces
of maximum length D = 50, and 2 · 105 test traces with
D = 200 to evaluate length generalization. For maze-7x7,
we use D = 200 for training to ensure successful learning,
and we test using D = 400. Each trace contains d domain
actions plus setup actions, with d sampled uniformly from
[0, D]. For training, domain actions are sampled by picking
applicable and inapplicable actions with equal probability.
In contrast, in the test set, 50% of traces consist only of ap-
plicable actions, while the other 50% contain d↓ 1 applica-
ble actions followed by a single inapplicable final action.

Training and evaluation. We train for 5 · 105 steps us-
ing the RAdam optimizer (Liu et al. 2019) with batches of
16 and 64 traces for small and large problem sizes, respec-
tively. For the STRIPS Transformer, we use a learning rate of
0.01, except for ferry-8c with init-atoms where we use
5 · 10→3. For the SB Transformer, we use a learning rate of
5 · 10→5. The parameters ω of the STRIPS Transformer are
initialized as follows: ω(:, :, 3) ↔ U [0, 1); queries ω(:, :, 1)
and keys ω(:, :, 2) are sampled from U [0, 1) for init-state and
U [0, 0.1) for init-atoms. The latter effectively initializes ac-
tions with a minimal number of preconditions and effects.
We also apply L1 regularization (10→4) to queries and keys.

Every 2 · 104 training steps, we perform a validation
epoch by computing model accuracy on the entire training
set. After training, we load the checkpoint with the high-
est training accuracy to evaluate on the test dataset. A trace
ε = (a0, . . . , an→1) is considered correctly classified only
if the model predicts the applicability of every action in the
trace a0..n→1, including domain and setup actions. Accuracy
is defined as the percentage of correctly classified traces.

For the STRIPS Transformer, predictions are computed us-
ing the binarized parameters ω̄, whereas for the SB Trans-
former predictions are rounded to {0, 1}. For both architec-
tures, we extract the STRIPS models from the learned param-
eters to evaluate their performance on the planning problems
as described in Section 8.2. All experiments were conducted
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Wrap Up

• Generalized planning is concrete task where different threads meets:

. Abstract representations for states, transitions, and paths

. Logic, coloring algorithms, etc

. Symbolic and neural methods for learning general policies

. Symbolic and neural methods for learning STRIPS models

• Temporal abstractions (sketches) not covered here:

. Rule r= {C} 7→ {E} compatible with s0, . . . , sk if s0 � C and (s0, sk) is
compatible with r

. Theoretical notion of planning width links complexity of finding compatible
path with STRIPS domain

• Briefly covered some related work, references provide further links
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